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Introduction 

Reducing fuel poverty is a government target both at the UK level and for the devolved Scottish 

administration.  To measure progress against this target the Scottish Government (similarly to the 

Department of Energy and Climate Change (DECC) and the other devolved administrations) 

publishes annual estimates for Scotland and the 32 Scottish local authorities. The source of the data 

for these estimates is the Scottish House Condition Survey (SHCS), however this is not designed to, 

nor is it adequate to, produce direct estimates below local authority level.   

Fuel poverty is defined in terms of the ratio between the cost of the fuel requirement for a particular 

dwelling and the income of its occupants.   To meet the need of Scottish users for more local level  

information there have been attempts (by both Scottish Government and other stakeholders) to 

produce proxy measures through the use of GIS techniques and estimates of income/benefit receipt 

alongside administrative data on housing  improvements.  However, the quality of such estimates is 

not well understood and programme delivery has generally relied on the availability of local 

knowledge.  

The objective of this project has been to explore the potential for developing small area estimates at 

Intermediate Zone (IZ) level of the share of fuel poor households which is consistent with the official 

definition of fuel poverty in order to increase the quality of information available to delivery agents 

and other users.  It has sought to develop expertise in the Scottish Government to enable the routine 

publication of fuel poverty statistics below local authority level.  

The methodology used has been to combine data from SHCS with data from the 2011 census and  

administrative systems for the areas concerned. This enables correlating data relationships between 

fuel poverty status in an area with one or a group of census/administrative data variables describing 

that area to be discovered. Such relationships can be summarised in a statistical model. If they are 

sufficiently powerful, such a model can be used to determine area estimates of fuel poverty which are 

more precise than estimates obtained directly from the survey itself. Estimates obtained in this way 

are known as model-based estimates. 

Similar model-based estimates of fuel poverty have been developed with the help of the ONS at the 

Department for Energy and Climate Change (DECC) for England.   
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1.0 Model-based approach for small area estimation 

 
The basic problem for low geographical level estimation (such as sub local authority) from sample 

surveys such as the SHCS, is that the surveys are designed with sample sizes and sample distribution 

for efficient estimation at a national (Scottish) level. Using the standard sample estimation approach 

for lower geographical area estimation will lead to lack of precision/unacceptably large confidence 

intervals (due to small sample size in area), estimation bias (due to distribution of sample frame) and, 

in some cases inability to make an estimate at all (where no sample respondents present in area). As a 

result there has been considerable development in recent years among national statistical institutes 

worldwide and in academia of alternative methods under the banner of small area estimation. A 

variety of such methods have been proposed; in most cases these alternatives join the sample survey 

data to other available data sources (auxiliary data) which are area specific and take survey responses 

from outside the specific area in forming each area estimate. The joint datasets and this concept of 

borrowing strength from outside the area, as it is known, are used to add greater precision to estimates 

from the sample survey alone. 

 

This is a model-based approach and is the most common in small area estimation. It is used in the UK 

to determine unemployment estimates at local authority level and in England and Wales for estimates 

of weekly household income and of  proportions of households in poverty at the smaller middle layer 

super output area. These are published outputs with the unemployment and income estimates 

accorded National Statistics designation.  

 

The most important requirement for success in model-based small area estimation is the availability of 

good correlating auxiliary data variables at the geographical level at which estimating (and hence 

modelling) is required. These should be from a different source to the survey data and preferably from 

a source which is not a sample – such as administrative or census data. This latter constraint is to 

avoid additional complexities caused by sampling error in this data. Without these there could be little 

improvement to imprecise direct survey estimates, and no estimates at all for any unsampled areas. 

Given this, a modelling framework could be established which would allow variations in observed 

fuel poverty between areas to be related to the variations in certain of the auxiliary variables. Such 

variables would form a set of model covariates and once such a relationship were established it could 

be used to predict fuel poverty rates in all the areas of that geography . 

However prediction in itself is not sufficient without a measure of precision, in other words without a 

measure of how close the estimate is to the true value. This is usually expressed by a confidence 

interval or a relative standard error (coefficient of variation). Generally in sample survey estimation, 

the precision measure is determined by the sample size in each area with a higher sample size giving 

rise to a higher precision. But with limited total sample size, the respondents in all small areas will be 

too few for acceptable precision for these direct estimates. As a result model-based methods as 

described above have been developed in order to provide greater precision using the technique known 

as “borrowing strength” between areas described above. Here a relationship is established using the 

survey variable of interest data and other known variables. It is assumed to apply also to non-sampled 

units and it is this relationship that determines the area estimates. Additionally the potential for 

variation from the predictions is established, in other words what is the likely precision of the 

estimate. Crucially it is this latter output, often more complex to determine than the estimate itself, 

which governs fitness for use.  

Specialised modelling frameworks have been developed which allow for such small area estimation. 

These are typically multilevel or hierarchical models which include multiple random effects. For 
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example, ordinary multiple regression for a continuous target variable is a single level model with a 

single random effect (the regression residual) which is specific for every case, for instance every 

household. The simplest multilevel model is a two level model for continuous data where cases such 

as households fit into groupings such as the areas in which they reside. This model would include an 

additional random effect for the area of residence. Its value would be the same for all households in 

the same area while the individual household random effect would vary. 

The case of study here, however, is not a continuous variable. It is a case of households being in fuel 

poverty or not - a binary state. In these cases multiple regression is replaced by the more complex 

multiple logistic regression. Here what is being modelled is the expected probability of one of the 

states. More precisely, and taking the actual quantity of interest here, a model will be looking to 

estimate the expected value of a logarithmic transformation of the odds of a household being in fuel 

poverty. Once estimated this quantity can be transformed back to an estimation of probability by 

using the reverse transformation. Such a model depends on the binomial distribution for the 

probability of being in fuel poverty. Once again, small area estimation requires an extension to this 

model to include a random effect for the area. This model will be termed a logistic variance 

component model. 

The approach is hence based on determining a relationship between the variable of interest (in this 

case household fuel poverty status as measured in the SCHS) and covariate information (certain 

variables from among the auxiliary IZ area specific data). The auxiliary data, which are from Census 

and administrative sources, are available nationally at low geographical level and do not suffer from 

sampling error. The relationship is determined from the survey response data and its matched 

auxiliary variables. It is represented by a statistical model which is then used to determine estimates of 

incidence of fuel poverty for each intermediate zone together with a precision measure (confidence 

interval). Since the model summarises how this incidence varies by covariate values, the precision of 

these estimates will generally be an improvement on that obtained by using standard survey 

estimation. How large an improvement this is, however, is determined by the strength of the inferred 

relationship. It will only be apparent after the formation of the model thus this methodology is not a 

panacea. However it can work well if the auxiliary/covariate data contains some variables which 

correlate strongly with the survey variable of interest. 

 

It is important to recognise that the model-based approach gives estimates that are of a different 

nature from the standard estimates from the SCHS.  This is because they are dependent upon correctly 

specifying the relationship between incidence of household fuel poverty and the covariate 

information.  A brief explanation of the methodology is provided in Section 2. 

 

2.0    The Statistical Model 

Binary response models that take into account the fact that each individual belongs to a specific area 

can be developed.  These models take as the response variable the indicator of whether the household 

is in fuel poverty (1 if yes, 0 if not) and the covariates as explanatory variables.  Once fitted from the 

sample respondents, such models relate the survey variable of interest (measured at individual level) 

to the covariates, giving an expected probability of a household being in fuel poverty. Of course for 

the survey respondents, it is known whether or not they are fuel poor. The interest is for those not 

included in the sample and non-respondents. 

However the potential covariates which are being considered are all IZ level – means and proportions. 

This has the effect that for each IZ, every individual will be predicted to have the same probability of 
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fuel poverty. If the research interest was to realistically predict the probability for a household such an 

outcome would be of little value. In such a case it would be necessary to include some covariates 

which related to the surveyed household themselves. However what we are looking to estimate is an 

aggregate proportion. To obtain this, then if individual covariates were to be included, it would be 

necessary to know their values for every household including those not included in the sample. Given 

that such knowledge is unlikely, and that using area level covariates alone renders it unnecessary, the 

equal predicted probability given, can be re-interpreted as the proportion of household in the IZ who 

are fuel poor – the required output. 

For this reason a IZ area level model is used. That is, instead of treating each household case 

separately, cases are aggregated by IZ. The response variable is the number of survey respondents out 

of all survey respondents in the area who are fuel poor. This reduces substantially both the dataset size 

and the time taken for model fitting when compared with an individual level model. 

This fuel poor response proportion is a continuous variable but is limited to between zero and one. In 

such a case, simple fitting of a linear model is inappropriate – predicted proportions could in some 

circumstances be either greater than one or negative. Instead, what is modelled is a logistic 

transformation of the area proportion. Such a transformation takes the 0 to 1 interval to the range 

minus to plus infinity. Applying the reverse antilogit function to area predictions under this 

transformation then gives the required predicted proportion. 

The underlying statistical model, the logistic variance component model,  is given below : 

 Binomial ( , )d d dp n   

d d dp e   

 logit T

d d du   X β   

where 

dp   is the survey proportion of respondents in IZ d who are fuel poor. 

 d   is the expected proportion of people in IZ d who are fuel poor. 

dX   is a vector of values for area d of a set of covariates; 

du   is the model error residual for IZ  d; assumed to have expectation 0 and variance 
2

u ;  

and de  is the sampling error residual for IZ d with expectation 0 and variance (1 ) /d d dn 

. 

Once fitted, the models are evaluated to give an estimate of the area proportion of those in fuel 

poverty. The estimator, on the logistic scale, is given by  : ˆˆ ˆT

d du  X β  
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wherê is the estimate of , β̂ is the vector of estimated coefficients for the covariates and ˆ
du is the 

estimate of the random model error term du . 

Applying the antilogit transformation to this expression gives the proportion estimator as : 

 

 

ˆˆ ˆexp
ˆ

ˆˆ ˆ1 exp

T

d d

d
T

d d

u

u






 


  

X β

X β

,  

This form of estimator is known as a composite estimator as it includes an element, ˆ
du , which is 

derived from the direct survey estimate as well as the model based terms which use ̂  and β̂ . An 

alternative estimator is a pure model based one known as a synthetic estimator. In this case the 

synthetic estimator would be given by : 

  
 

 

ˆˆexp
ˆ

ˆˆ1 exp

T

dSyn

d
T

d









 

X β

X β

 

In practice the difference between the estimates is minor unless a particular area has a very high 

sample size. The composite estimator is chosen for this analysis as almost all IZs have sample and 

therefore a value for ˆ
du . 

The precision of the estimate is given by applying to it a 95% confidence interval. On the logistic 

scale, the confidence interval is given by  

     2ˆ ˆˆ ˆ ˆ1.96 ( )T T

d d u d du Var     X β X X . 

Similarly, the antilogit of these limits is taken as the 95% confidence interval for ˆ
d . 
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3.0  Modelling fuel poverty 

 

3.1  The data sets 

3.1.1 Survey data and variable of interest 

The survey data came from the Scottish House Conditions Survey. Household record data from three 

years of the survey was assembled giving 9121 household respondents from 1231 of the total 1235 

Intermediate Zones (IZ).  

The distribution of number of responding households per IZ is shown below.  

 

Eighty one percent of IZs have between  2 and 10 responders but there are a very small number of IZs 

with much larger responder numbers. Neglecting these very few areas, the distribution seems 

reasonable and comprehensive for the areas so the assumption was made that the sample could be 

considered to be random and unclustered by area. 

The survey record includes an indicator variable on whether the household is or is not in fuel poverty 

-: the variable fpflag_oct11. This variable codes value 1 for ‘not in fuel poverty’ and value 2 for ‘in 

fuel poverty’. This was the variable of interest and was decremented by one to give the 0/1 indicator 

described. 

The only additional survey variable used was the intermediate zone code, the area indicator 

IZ_CODE. 

3.1.2 The Auxiliary Data  

The small area estimation methodology requires area auxiliary data to be available on the same IZ 

basis.  A number of data sources were used in the modelling process. They included  

 Census, 2011 : a range of variables relating to household social, employment and housing status;  
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 Scottish Neighbourhood Statistics (SNS) : variables relating to DWP benefits claimed and council 

tax banding; 

 Dept. of Energy and Climate Change (DECC) : variables relating to energy consumption; 

 Energy Saving Trust (EST) : dwelling age
1
. 

 

Details of all the variables considered are given in Appendix A. 

 

  

                                                           
1
 This data is  partially modelled from Energy Performance Certificate data 
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4. Developing the Models  

4.1  Preliminary model selection 

 

The previous section of the report introduced the statistical model and datasets used to produce model 

based estimates of proportion of households in fuel poverty. This section describes the model fitting 

procedures. 

Initially, significant covariates were selected for inclusion in the model by applying an automatic 

selection procedure – forward stepwise selection – in a standard logistic regression model – that is one 

with only the sampling error residual, de , not the du model error residual. All of the appropriate 

potential covariates (those expressed as percentages or proportions) were also transformed onto the 

logit scale and both the transformed and original covariates were considered for inclusion in the 

model. This automatic model selection procedure was carried out on a standard logistic model 

because such automatic procedures are not available for fitting the more complex variance component 

models of the form described. In practice it has been found that this initial fitting gives a good 

indication of which covariates are also significant in the more complex models.  

Once the automatic selection was concluded, manual investigation was carried out on this standard 

model. First, if any variable was present in both its proportion and its logit transformed form, then 

each was eliminated in turn and the model refitted. A choice was then made to keep in the variable 

which gave a larger t-value. Secondly, the correlations between the included covariates were 

observed. Where two covariates had very high correlations (absolute values greater than 0.9), only 

one was maintained, the choice being made in the same way as described above. 

Attention was then transferred to the required variance components logistic model which was 

investigated manually. First, it is fitted with the variables accepted in the simpler model. Some 

variations are then normally apparent, for instance a variable previously significant is not now. In this 

case the variable would be removed and the results viewed again. If the variable was accepted early in 

the stepwise selection it could be necessary to return to the start and follow the stepwise variable 

sequence but this time fitting the variance components method. As all the variables considered are 

continuous, the decision to accept a variable or not can be based by coefficient t-value
2
.  

If examining to seek to include a new variable, it would be useful to obtain partial correlations of the 

logistic transformation of the direct area proportion estimates with unfitted variables after allowing for 

those already fitted. A choice would then normally be made to attempt the variable with the highest 

such partial correlation as long as it was significant. 

Once the investigation of best fitting variables for the variance components model has been 

concluded, if any new covariates have been introduced another test should be made on covariate 

correlations and again if any pair have absolute values greater than 0.9 a choice should be made. 

                                                           
2
 If a variable is categoric there will be several coefficients to estimate only some of which may have significant 

t-values. In this case a group test such as change in deviance or AIC (Akaike Information Criterion) would need 

to be considered. 
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At the conclusion of this stage a variance components model with main effects has been chosen. 

However interactions between chosen covariates should then be investigated. To attempt this, 

attention would normally return to the equivalent standard logistic model (unless the number of 

covariates and hence possible interactions is very few).   

Taking only these covariates, variables representing all possible interactions are then defined. A 

further forward stepwise or backwards elimination selection would then be implemented to choose 

any significant interaction variables, while forcing in all previously selected main effect covariates. 

Following this a return would be made to the variance components framework and the model now 

fitted with interactions tested. Any changes would be conducted in the same manner as changes to the 

original main effects model with any variables which are now nonsignificant removed 
3
 .  

At this point a model is available but it is one which has its basis in the automatic decision factors 

used in the single level model. The next section describes other considerations which would now be 

investigated to manually refine the model. 

4.2   Factors affecting choice of model 

The previous section described the preliminary selection of covariates based on automated 

procedures. Such a stage is a necessity due to the very large numbers of potential covariates available. 

These automated stepwise procedures use t-values of coefficients in determining which covariates are 

maintained and those eliminated from the final model. However more considerations are needed in 

fitting the variance components model and these motivate a following and more detailed  manual 

investigation. Additionally there are requirements for the model to perform well in its use for 

prediction. A number of such considerations are given below. 

i)  Since the purpose of the model is to estimate at the intermediate zone level, high importance is 

given to reducing unexplained variability at this level, rather than overall. The unexplained variability 

is measured by the estimated variability of the du  random terms, i.e. by the value of 
2ˆ
u  in the current 

model. Competing models can be compared by examining the percentage of between area variability 

explained compared with that existing in what is known as the null model – the model with just an 

intercept. The following formula is used -: 

Percent of between area variability explained = 

2

2

ˆ (current model)
1  x 100

ˆ (null model)

u

u





 
 

 
 

ii) The model should demonstrate stability – in terms of both included covariates, coefficient 

estimates and their t-values – when fitted on alternative datasets. The purpose here is to show that the 

fitted model can be generally applicable and is not overly dependent on the particular dataset – a 

situation known as overfitting. 

                                                           
3
 Non-significant main effect variable which also appeared in a significant interaction would not be removed. 
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iii)  The assumptions underlying the model should be tested for applicability. In particular this means 

investigating the distribution and independence of the ud random terms. 

iv)  The model should be usable to give predictions of sufficient precision. This is related strongly but 

not solely to i) above. 

As a result, a balanced approach is needed while pursuing the final model fitting which is not a 

straightforward task. 

4.3  Detailed model selection 

Starting from the result of the automatic preliminary fit, the more detailed investigation examines 

variations which better fulfil the considerations above. The first of these – area variability explained – 

is easy to test from the SAS output. However its value is not decisive since it can always be improved 

by adding any additional covariates even if they are not significant. 

The second consideration – stability of the model – is important as an indicator of how dependent it is 

on the particular dataset. Once a potentially useful model has been fitted, it can be tested in the 

following manner. Split the data at random to obtain two data sets; DataA and DataB. The split should 

be in such a manner to ensure as much as possible that the two datasets are the same in terms of size 

and intermediate zones represented. The model is fitted to each half dataset and the resulting two sets 

of regression coefficients ˆ
Ak and ˆ

Bk are observed. Ideally these should be comparable in size and 

significance . In practice, there are correlations between the covariates which can result in instability 

in the coefficients and their significance when fitted on the alternative datasets. Also the datasets are 

half size which will make for more variability in accepted models. What is sought in this test is to 

observe if a particular model is noticeably more stable than other competing models. 

The use of these two considerations allows a variety of models to be fitted and explored. The result 

could be a model which appears suitable for acceptance. At this point it should be subject to the more 

detailed examination. This is described in the next section. 

4.4 Testing the model 

Once a model has been postulated as suitable, it is necessary to test it further. There are two aspects to 

this.  

Firstly a set of diagnostic tests are made. These are investigations into the performance of the model 

looking for its appropriateness. Mostly they cover considerations i) and iii) above. In the event that 

the performance appears inadequate, it may be necessary to revisit the model fitting process in an 

attempt to discover another model which performs better on the diagnostics
4
. 

Secondly estimates and precision estimates are made for all the areas being estimated. We are looking 

here at consideration iv) above. The question is, are these estimates satisfactory? Are they fit for 

purpose? Is the precision sufficiently good?  If it is clear that the best model has been fitted and which 

has passed the diagnostics but the estimates are too imprecise, then it may not be possible to obtain 

model-based estimates – at least without adding to the range of covariate availability. 

                                                           
4
  It may well be that such an alternative model appears to have lesser explanatory power under 3.2 i) but such a 

model could be more appropriate if it performs better in the diagnostics. 
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The details and results of the precision tests and diagnostics for the final accepted model are given in 

Sections 6 and 7 respectively. 
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5.  The fitted model for fuel poverty 

 

5.1   The accepted fitted model  is given by : 

 ˆlogit d   -1.3191 

 

 

 

 

 

 

 

Table 1 contains a key to the labels of the covariates. The significance is shown in the final column. 

The test statistics is defined as t-ratio = ̂ /s.e. , where s.e. is the standard error of the estimated 

coefficient ̂ . 

 

Table 1 Key to covariates included in the model for fuel poverty 

Covariate Name Label Source T ratio 

IS_per16to64_tot Proportion of people aged 16 to 64 claiming income support SNS -2.80 

pcouple Proportion of people in households that are living as a couple 2011 census -7.45 

ave_eco7_dom_elec_con Average Economy7 domestic electricity consumption DECC 3.86 

pordeleccp Consumption of ordinary domestic electricity as a proportion of 
total domestic energy consumption  

DECC -2.72 

avhhrom Average number of rooms per household 2011 census 1.58 

ln_pmanprof Logit transformation of proportion of persons aged 16-74 whose 
NS-SEC is ‘managerial or professional’ 

2011 census -7.17 

ln_proppre1919 Logit transformation of the proportion of properties built before 
1919 

EST 3.28 

( pordeleccp x  avhhrom) Interaction of  “Consumption of ordinary domestic electricity as a 
proportion of total domestic energy consumption”  with “Average 
number of rooms per household” 

 3.17 

    

    

 

 

5.2  Explanatory power 

 

Section 4.2 describes an overall indicator for the explanatory power of the model at area (intermediate 

zone) level by comparing with the intercept only null model. This is given by the expression : 

 

- 4.308 x IS_per16to64_tot 

- 4.223 x pcouple 

+ 0.878 x ave_eco7_dom_elec_con 

- 8.657 x pordeleccp 

+ 0.246 x avhhrom 

- 0.682 x ln_pmanprof 

+ 0.0287 x ln_proppre1919 

+ 1.773 x ( pordeleccp x  avhhrom) 

+ ud   
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Percent of between area variability explained 

2

2

ˆ (current model)
 1  x 100

ˆ (null model)

u

u





 
  

 
 

In this case, 
2ˆ (null model)u = 0.3274 and 

2ˆ (current model)u = 0.0665  giving a value of 79.7% of 

initial between area variability being explained by the addition of covariates. This means that around 

20.3% remains unexplained which is represented by the random area residual du . 

     

5.3  Discussion of fitted model 

As a multilevel model with a great deal of correlation among the covariates, it is unwise to read too 

much into effects of individual covariates in isolation. However, taking the direction of covariates 

with high absolute t-values and therefore high significance can add understanding.  

In this study there are two very close highest absolute t-values. These are for ‘ln_pmanprof’ of 6.95 

and for ‘pcouple’ of 6.90. Both are negative showing that as proportion increases, the proportion of 

households in fuel poverty decreases. This could be seen as evidence that fuel poverty affects more 

those in lower status occupations and single persons. 

The next highest t-value is 4.48 for ‘ave_eco7_dom_elec_con’. It is positive indicating that where 

there is a high absolute incidence of use of Economy7 electricity there is more fuel poverty. This 

seems counter intuitive since Economy7 electricity is at a cheaper rate. There is also the presence of 

the covariate pordeleccp which measures proportion of ordinary rate electricity used out of total 

household energy. This also seems unexpected as it is negative indicating that as the proportion 

increases then proportion of fuel poverty decreases. However this particular variable has the bulk of 

its values concentrated around 20%. 

The covariate ‘ln_proppre1919’ appears with a t-value of 3.84 indicating that areas with a 

predominance of old housing have substantially more fuel poverty. This is expected and confirms an 

important variable found in similar work for DECC where older housing correlates with higher fuel 

poverty. 

Finally the interaction effect shows that where there is a high average of larger houses and of high 

proportionate consumption of ordinary electricity there is a substantially more fuel poverty. 
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6. Model estimates 

 

This section describes the model-based proportion estimates and their precision. It demonstrates the 

success of the modelling process and addresses the fourth consideration described in section 4.2. 

 

6.1 Maps of the estimates 

Maps 1 and 2 below show the estimates by Intermediate Zones for Scotland as a whole and in more 

detail for the central belt respectively. 
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Map 1 : Model estimates of fuel poverty by Intermediate Zone from fitted model 

 

Map 2 : Model estimates of fuel poverty by Intermediate Zone from fitted model (Central Belt) 

 

The appearance of the all Scotland map is dominated by the large low population density areas but 

does show clearly the high levels of fuel poverty in these areas. The central belt map shows the 

occurrence of the highest level of fuel poverty is much less in major cities and other heavily populated 

areas. 
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6.2 Distribution and ranking of the estimates 

Figure 1 below presents these estimates (y-axis) with their ranking (x-axis). The estimates are the 

green line with the chart also showing the confidence intervals. 

 

Fig. 1 Estimates and confidence intervals of the proportion of households in fuel poverty  

The graph in Figure 1 shows that the estimates from the vast majority of intermediate zones lie 

between 20% and 35%. However the confidence intervals are quite large – of the order of +/- 10 

percentage points. As a result only 140 IZs at the lowest end can be distinguished from 140 at the top 

end by reason of non-overlapping confidence intervals. This amounts to 11.4% at each end out of the 

1231 IZs sampled leaving 77% in the centre. This is unfortunately a low level of distinguishability. 
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6.3 Precision of estimates 

Figure 2 displays a box plot of the coefficients of variation for the fuel poverty estimates. The median 

value is 18.6% with upper and lower quartiles at 17.2% and 20.0% respectively. This means that over 

a quarter of intermediate zones have CVs of over 20%. While a CV of 20% can be considered an 

acceptable standard for publication, this should be seen in context of being the value that the great 

majority of estimated areas are below. Here a full quarter of the areas are above this value and 

explains the low level distinguishability noted above. 

 

Fig. 2  Box plot of coefficient of variation 

A further examination was made of whether there is any pattern between coefficient of variation and 

model estimate or any of the covariates. It reveals that there is a very strong negative relationship with 

model estimate (R
2
=92%). This is shown in Figure 3.  It does indicate that at least these higher 

estimated areas are estimated with better precision. The only other strong relationships were with 

ave_eco7_dom_elec_con  (R
2
=25%) and  pordeleccp (R

2
=42%). These are shown in Figures 4 and 5. 
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Fig 3 : Plot of coefficient of variation with predicted estimate of fuel poverty 

 

 

Fig 4 : Plot of coefficient of variation with Economy7 electricity consumption 
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Fig 5 : Plot of coefficient of variation with proportion of ordinary electricity 

consumption in total household energy consumption 
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7. Model diagnostics 

This section describes the performance of the model under various diagnostic tests. These are used to 

demonstrate that the model framework assumptions are satisfied and that the area predictions are 

stable. As such they are looking at considerations ii) and iii) described in section 4.2. 

7.1 Estimate bias diagnostic 

The first diagnostic described is to plot direct sample estimates against model-based estimates. While 

direct sample estimates will be very variable, they will nevertheless be unbiased. Thus if model-based 

estimates are unbiased, a regression of the direct estimates on the model-based estimates should 

approximate to a line through the origin with slope of one. Figure 6  shows this plot. 

 

 

Fig 6 Direct estimates against modelled estimates in intermediate zones 

The equation of the regression line is given by : 

  Direct estimate =   0.027 + 0.948 x (model-based estimate) 
        (0.020)   (0.064) 
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The figures in brackets represent the standard errors of the estimated coefficients. It is noted that the 

intercept is not significantly different from zero. Also the slope is not significantly different from one. 

Thus there is no significant divergence from the line ‘y = x’. This indicates that there is no overall 

bias present in the model-based estimates.
5
 

7.2 Random residual diagnostic 

The second diagnostic described looks at the randomness of the area specific random terms ˆ
du , also 

known as level 2 residuals. A model assumption is that these are of constant variance. Additionally it 

would be an indicator of model misspecification if these residuals were related to the value of the 

estimate or to that of any of the predictor variables. To investigate, plots and regressions are 

conducted of these residuals and of their absolute values against model estimates and values of 

covariate terms. Figures 7 shows this plot against model estimates.  

 

Fig 7 Level 2 residuals against modelled estimates in intermediate zones 

The equation of the regression line is given by : 

                                                           
5
 It should be noted that it is emphasised that it is over all intermediate zones that this bias is not present. An 

individual zone may well have a biased estimate – this is in the nature of model-based estimates assuming the 

fitted model to be appropriate for all areas.  
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  Predicted level2 residual  =   0.0016 + 0.0023 x (model-based estimate) 
                         (0.0023)   (0.0224) 
 
The standard errors of the coefficients are shown in brackets and it is clear that the regression line is 

not significantly different from a ‘y equals 0’ line having zero slope and passing through the origin. 

From the regression it is clear that the residuals are not related to the value of the model estimate, 

either in terms of size or variance. Similar results are found in the corresponding plots and regressions 

of the level 2 residuals against all the covariate values. These are shown in Appendix B. 

 

The plots of the area random terms against other model elements have demonstrated the required 

randomness. It would also be useful to demonstrate spatial randomness, for instance the absence of 

residuals of the same sign clustering in neighbouring areas. If such clustering were to be found it 

could indicate the absence of an important covariate that is geographically related – e.g. urban against 

rural area – and thus be an indicator of model misspecification. There is no specific measure of 

geographic neighbour/distance in the dataset, just the labelling of the IZ areas, so an analytic 

determination of this is not possible. However if the area residual terms are displayed on a map, it can 

be possible to judge by eye. The maps on the next two pages demonstrate this. In both cases there is a 

apparently a slight amount of clustering but it does not appear too serious 

In conclusion, as a result of these investigations, there is no evidence of model misspecification or of 

heteroscedasticity among the level 2 random terms. 
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Map 3 : Intermediate Zone area residuals for fitted model 
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Map 4 : Intermediate Zone area residuals for fitted model (Central Belt)  
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7.3 Coverage of confidence interval diagnostic 

The third diagnostic test applied relates to a quality check on the coverage of the confidence 

intervals given to the modelled estimates. For all intermediate zones, there will be direct survey 

estimates with associated 95% confidence intervals. The diagnostic measures the overlap between 

these direct confidence intervals and the corresponding model-based confidence intervals, i.e. it 

measures the percentage of intermediate zones  for which the model and direct confidence intervals 

overlap. 

However the overlap between two independent 95% confidence intervals for the same quantity is 

higher than 95%; therefore it is necessary to modify the nominal coverage levels (i.e. narrow the 

width)  of the confidence intervals being compared to ensure a 95% overlap. 

The modification is based on the fact that if X and Y are two independent normal random variables 

with the same mean but different standard deviations, X  and Y  respectively then the standard 

deviation of the difference is 
2 2

X Y  . If z(α) is such that the probability that a standard normal 

variable takes values greater than z(α) is α/2, (e.g. α=0.05 and z(α)=1.96 for a 95% confidence 

interval under a normal distribution) then a sufficient condition for there to be probability of α that 

the two intervals ( ) XX z    and ( ) YY z    do not overlap is when 

2 2
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Consequently, this diagnostic takes z(α)=1.96, calculates z(β) using the above formula, with  X  

replaced by the estimated standard error of the model-based estimate and Y  replaced by the 

estimated standard error of the direct estimate and then computes the overlap proportion between 

the corresponding z(β)-based confidence intervals. For z(α)=1.96 this proportion should be 95%. Any 

significant deviance from a 95% overlap will indicate that the model-based confidence intervals are 

generally too wide or too narrow. 
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This diagnostic is best conducted where areas have a reasonable sample so that not all cases will 

have value 0 or 1. In such a case there is no variability in the direct estimate and hence no 

confidence interval!  In this study however, the sample size averages around six cases. In the event 

the diagnostic was conducted on those areas with sample size at least five and not all of the same 

response. This left 742 qualifying IZs. Confidence interval overlap was found in 99.5% of these areas. 

As this is well higher than 95%, it could indicate that the model-based standard errors are being 

overestimated and that the confidence intervals are conservative. It was noteworthy that if the 

qualifying sample size was increased further, confidence interval overlap became closer to 95%. 

 

7.4 Wald Statistic 

This diagnostic revisits a bias test. It tests the assumptions underlying the model by using a Wald 

goodness of fit statistic to examine whether there is a significant difference between the expected 

values of the direct estimates and the model-based estimates. Typically, small area-level model-

based and direct survey estimates will be approximately correlated. Consequently, a Wald statistic 

for testing the intermediate zone level goodness-of-fit of a model-based set of estimates is : 

 

2( )

( ) ( )

j j

j j j

z
W

V z V









  

where 
j is the model-based estimate of the proportion in fuel poverty for intermediate zone  j, 

( )jV  is its estimated variance and 
jz and ( )jV z are the corresponding direct estimate and 

variance. We assume the covariance ( , )j jC z   is negligible. Under the hypothesis that the expected 

value of the  model-based estimates are equal to the expected values of the direct estimates, and 

provided the sample sizes in the intermediate zones are sufficient to justify central limit 

assumptions, W will then have a χ2 distribution with degrees of freedom equal to the number of 

intermediate zones  in the population.  

As for the coverage diagnostic, the small sample sizes render this diagnostic test questionable. 

However, again taking the sample size of five as the qualifying size gives 742 qualifying intermediate 

zones. The goodness-of-fit statistic for the model developed  is then  537.3 on 742 degrees of 

freedom. This is not a significant value to reject a χ2 distribution. Therefore, there is no significant 

difference between the expected values of the model-based estimates and the direct survey 

estimates. 
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7.5 Stability Analysis 

This diagnostic analyses the stability of the model’s predictive power. In section 4.3 is described the 

testing of the stability of the model in terms of covariates. This test uses the same random data 

splits to obtain the two datasets DataA and DataB and the corresponding sets of coefficients 
ˆ

Ak and 

ˆ
Bk . In this case we do not focus on the stability of the covariates themselves. Instead we examine 

the stability of the actual alternative model-based estimates. These are obtained from applying the 

two sets of coefficients to the covariate values. The process is repeated ten times and for each 

repetition the difference between the two sets of estimates is measured to evaluate the stability of 

the model. 

For each repetition, a plot can be made of the values of the two estimates against each other. A sign 

of estimate stability would be that the regression line through the plot should approximate to a line 

through the origin with a slope of one. Figure 8 shows the plot between the estimates from 

repetition 3.  

All other repetitions show similar results. 
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Fig 8  Stability diagnostic plot for repetition three 

Additionally an overall indicator of stability can be determined. A root mean square relative 

difference (RMSRD) as defined below is used as a measure of how close the two sets of model-based 

estimates are. A small RMSRD indicates that the differences between the two sets of estimates are 

not significant. 

2
ˆ ˆ1

ˆ
B A

d A

Y Y
RMSRD

n Y

  
   
   

  

Where ˆ
AY and ˆ

BY are the model-based estimates calculated using regression coefficients 
ˆ

Ak and 

ˆ
Bk respectively and n is the total number of intermediate zones. For fuel poverty, the maximum 

RMSRD for the 10 repetitions is 0.23. This is a welcome result as an indicator of instability among the 

estimates would be a value greater than 0.5. 

The low value for RMSRD therefore shows that there is good stability among the estimates under 

the accepted model. 
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8. Conclusions and recommendations 

 

As noted in the Introduction, the objective of this project has been to explore the potential for 

developing small area estimates at Intermediate Zone level of the share of fuel poor households which 

is consistent with the official definition of fuel poverty in order to increase the quality of information 

available to delivery agents and other users.  

 In this the project has achieved partial success. Provision has been given of SHCS sample survey data 

and a large set of potential explanatory variables, a number of which do relate to energy costs and 

consumption and therefore considered to be highly relevant to the status of household fuel poverty. 

These are all specific to each Intermediate Zone and drawn from administrative and census sources so 

do not possess sampling variation. As an output, a model has been accepted which can be used to 

determine fuel poverty estimates for each intermediate zone. The model has been investigated, found 

to be of valid formulation and gives estimates which are not biased. The precision of the estimates is 

acceptable with over three quarters having a coefficient of variation of under 20% (a generally 

accepted publication threshold) and only outliers over 25%. 

However, despite the acceptable precision, there is little distinguishability amongst the intermediate 

zone estimates apart from the small number of areas with very high (40%+) estimate of fuel poverty. 

The reason is that the great majority of intermediate zone are estimated to have fuel poverty rates 

from just under 20% to just over 30%. With confidence intervals approximating 10 percentage points 

either way it is impossible to say such areas have significantly different fuel poverty rates. 

In view of this, the recommendation is that rather than publishing exact numerical estimates, areas are 

categorised by a general scale such as low, medium, high and very high with special attention drawn 

to the very high. 

A second objective has been to develop expertise in the Scottish Government to enable the routine 

publication of fuel poverty statistics below local authority level. Questions remain about the routine 

publication of estimates, however, the expertise development has been achieved. The project has 

developed the methodology and has written a fully documented set of SAS programs. These can be 

used by Scottish Government staff in their further development of the work. 
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Appendix A 

  Full list of covariates tested for inclusion in model 

 

Variable name Variable description Data source 

   

ESA_pertot   Proportion of population aged 16-64 claiming ESA                                                SNS 

IB_pertot  Proportion of 16-64 population claiming IB                                                      SNS 

IBSDA_pertot  Proportion of population aged 16plus claiming IB or 
SDA                                         

SNS 

IS_per16to64_tot  Proportion of population aged 16-64 claiming IS                                                 SNS 

JSA_pertot  Proportion of 16-64 population claiming JSA                                                     SNS 

SDA_pertot  Proportion of 16+ population claiming SDA                                                       SNS 

WORKCGP_tot_07Q03  Workless Client Group: Proportion of Working Age 
Population                                     

SNS 

GPC_pertot  Proportion of population over 60 claiming GC                                                    SNS 

Dwellperhectare Total no. dwellings/hectare                                                                     SNS 

Medianrooms  Median number of rooms                                                                          SNS 

PerDetached  Proportion dwellings which are detached                                                         SNS 

PerFlat  Proportion dwellings which are flats                                                            SNS 

PerRooms1to3  Proportion dwellings with 1-3 rooms                                                             SNS 

PerSemidetached  Proportion dwellings which semidetached                                                         SNS 

PerTerraced  Proportion dwellings which are terraced                                                         SNS 

phhtype1  Proportion of households that contain one person 
only                                           

2011 Census 

phhtype2  Proportion of households that are lone parent 
households                                        

2011 Census 

phhtype3  Proportion of households that are lone parent with 
dependent child(ren)                         

2011 Census 

phhtype4  Proportion of households that are lone parent with all 
child(ren) non-dependent                 

2011 Census 

phhtype5  Proportion of households that are a couple with no 
children                                     

2011 Census 

phhtype6  Proportion of households that are a couple with 
dependent child(ren)                            

2011 Census 

phhtype7  Proportion of households that are a couple with all 
child(ren) non-dependent                    

2011 Census 

pcouple  Proportion of people in households that are living as a 
couple                                  

2011 Census 

pcare  Proporiton of people providing unpaid care                                                      2011 Census 

pnocar  Proportion of households that do not have a car or 
van                                          

2011 Census 

ponecar  Proportion of households that have one car or van                                               2011 Census 

pbornuk  Proportion of people born in the UK                                                             2011 Census 

pborneur  Proportion of people born in Europe                                                             2011 Census 

prelig  Proportion of people who have a religion                                                        2011 Census 

phhstud  Proportion of people who are full time students or 
schoolchildren living away during term time  

2011 Census 

pcommun  Proportion of people living in communal 2011 Census 
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establishments                                          

pswd  Proportion of people aged over 16 who are single, 
separated, widowed or divorced                

2011 Census 

ave_ord_dom_elec_con  Average ordinary domestic electricity consumption                                               DECC 

ave_eco7_dom_elec_con Average Economy7 domestic electricity consumption                                               DECC 

ave_dom_elec_con  Average total domestic electricity consumption                                                  DECC 

ave_non_dom_elec_con  Average industrial commercial electricity consumption                                           DECC 

ave_dom_gas_con  Average domestic gas consumption                                                                DECC 

ave_non_dom_gas_con  Average industrial commercial gas consumption                                                   DECC 

pund16  Proportion Population Under 16                                                                  2011 Census 

p16_74  Proportion Population 16 to 74                                                                  2011 Census 

pover_60  Proportion population 60 and over                                                                            2011 Census 

plimactiv  Proportion of population with limited activities                                                             2011 Census 

ppersownocc  Proportion of household persons in owner occupation                                                          2011 Census 

pperssocrent  Proportion of household persons in social rented 
accommodation                                               

2011 Census 

pecactiv  Proportion of people aged 16 to 74 who are 
economically active                                               

2011 Census 

punemp  Proportion of people aged 16 to 74 who are 
unemployed                                                        

2011 Census 

pemployd  Proportion of people aged 16 to 74 who are employed 
or self employed                                         

2011 Census 

pretired  Proportion of people aged 16 to 74 who are retired                                                           2011 Census 

Pltsickdis  Proportion of people aged 16 to 74 who are long term 
sick or disabled                                        

2011 Census 

pltunemp  Proportion of people aged 16 to 74 who are long term 
unemployed                                              

2011 Census 

pmanprof  Proportion of people aged 16 to 74 whose NS-SEC is 
managerial and professional                               

2011 Census 

pintocc  Proportion of people aged 16 to 74 whose NS-SEC is 
intermediate                                              

2011 Census 

prouttech  Proportion of people aged 16 to 74 whose NE-SEC is 
routine, semiroutine or lower supervisory/technical        

2011 Census 

pqual34  Proportion of people aged 16 to 74 whose highest 
qualification is level 3 or level 4                         

2011 Census 

pnoqual  Proportion of people aged 16 and over with no 
qualifications                                                 

2011 Census 

pftstud  Proportion of people aged 16 to 74 who are full time 
students                                                

2011 Census 

pftstudEA  Proportion of full time students aged 16 to 74 who are 
economically active                                   

2011 Census 

pftstudemp  Proportion of full time students aged 16 to 74 who are 
economically active and employed                      

2011 Census 

pbandabc  Proportion of dwellings in bands A to C                                                                      SNS 

pbanddef  Proportion of dwellings in bands D to F                                                                      SNS 

pbandgh  Proportion of dwelling in bands G and H                                                                      SNS 

pordeleccp  Consumption of ordinary domestic electricity as a 
proportion of total domestic energy consumption            

DECC 

pe7elccp  Consumption of Economy 7 domestic electricity as a 
proportion of total domestic energy                       

DECC 

Pgascp  Consumption of domestic gas as a proportion of total 
domestic energy consumption                             

DECC 
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phouse  Proportion of household spaces that are detached, 
semi detached or terraced                                  

2011 Census 

pflat  Proportion of household spaces that are a flat, 
maisonette, or commercial building                           

2011 Census 

p12rooms  Proportion of households with one or two rooms                                                               2011 Census 

avhhrom  Average number of rooms per household                                                                        2011 Census 

avhhpeop  Average number of people her household                                                                       2011 Census 

povercrw  Proportion of households that are overcrowded                                                                2011 Census 

phrpecac  Proportion of all household reference persons aged 16 
to 74 who are economically active                      

2011 Census 

phealth  Proportion of people in households reporting good or 
fairly good health                                      

2011 Census 

phhshare  Proportion of residents living in a shared dwelling                                                          2011 Census 

hrpgroupab  Proportion of HRPS aged 16 to 74 whose 
approximated social grade is AB                                       

2011 Census 

hrpgroupc1  Proportion of HRPS aged 16 to 74 whose 
approximated social grade is C1                                       

2011 Census 

hrpgroupc2  Proportion of HRPS aged 16 to 74 whose 
approximated social grade is C2                                       

2011 Census 

hrpgroupde  Proportion of HRPS aged 16 to 74 whose 
approximated social grade is DE                                       

2011 Census 

phhdepch  Proportion of households with dependent children                                                             2011 Census 

AA_fptot  Proportion of females claiming Attendance Allowance                                                          SNS 

AA_mptot  Proportion of males claiming Attendance Allowance                                                            SNS 

ESA_fptot  Proportion of females claiming Employment and 
Support allowance                                              

SNS 

ESA_mptot  Proportion of males claiming Employment and 
Support allowance                                                

SNS 

IBSDA_fptot  Proportion of females claiming Incapacity benefit and 
severe disability allowance                            

SNS 

IBSDA_mptot  Proportion of males claiming incapacity benefit and 
severe disability allowance                              

SNS 

IS_fptot  Proportion of females claiming Income support                                                                SNS 

IS_mptot  Proportion of males claiming Income Support                                                                  SNS 

JSA_fptot  Proportion of females claiming Jobseekers allowance                                                          SNS 

JSA_mptot  Proportion of males claiming Jobseekers allowance                                                            SNS 

PC_fptot  Proportion of females claiming Pension credit                                                                SNS 

PC_mptot  Proportion of males claiming Pension credit                                                                  SNS 

gashholds  Proportion of households with gas meters                                                                      DECC and 
2011 Census 

proppre1919  Proportion of properties older than 1919                                                                     EST 

proppre1949  Proportion of properties older than 1949                                                                     EST 

prop1919_1948  Proportion of properties built between 1919 and 1948                                                         EST 

all_phrpman  Proportion of people whose HRP's NS-SEC is 
managerial and professional                                        

2011 Census 

all_phrpint  Proportion of people whose HRP's NS-SEC is 
intermediate                                                       

2011 Census 

all_phrprout  Proportion of people whose HRP's NS-SEC is routine                                                            2011 Census 

phrp_HMAP  Proportion of people whose HRP’s NS-SEC is Higher 
managerial, administrative and professional                

2011 Census 

phrp_LMAP  Proportion of people whose HRP’s NS-SEC is Lower 2011 Census 
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managerial, administrative and professional                 

phrpman_HRP_u65  Proportion of people whose HRPs aged under 65 NS-
SEC is managerial and professional                          

2011 Census 

phrp_HMAP_HRP_u65 Proportion of people whose HRP’s aged under 65 NS-
SEC is Higher managerial, administrative and 
professional  

2011 Census 

phrp_LMAP_HRP_u65  Proportion of people whose HRP’s aged under 65 NS-
SEC is Lower managerial, administrative and 
professional   

2011 Census 

phrpint_HRP_u65  Proportion of people whose HRPs aged under 65  NS-
SEC is intermediate                                        

2011 Census 

phrprout_HRP_u65  Proportion of people whose HRP’s aged under 65 NS-
SEC is Lower managerial, administrative and 
professional   

2011 Census 

 

All proportion variables were also tested in logistic transformed format. In this form the variable 

name was prefixed by ln_ 
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Appendix B 

  Area random term plots against covariate variables 

 

1. Proportion of population aged 16-64 claiming Income Support 

 
 

The equation of the regression line is given by : 

  Predicted level2 residual  =   0.0008 + 0.0017 x IS_per16t064_tot 
                         (0.0036)   (0.0224) 
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2. Proportion of households with persons living as couple 

 
 

The equation of the regression line is given by : 

  Predicted level2 residual  =   0.0010 + 0.0003 x pcouple 
                         (0.0089)   (0.0204) 
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3. Average Economy7 domestic electricity consumption 

 
 

The equation of the regression line is given by : 

  Predicted level2 residual  =   0.0016 -  0.0011 x ave_eco7_dom_elec_con 
                         (0.0079)   (0.0134) 
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4. Consumption of ordinary domestic electricity as a proportion of total 

domestic energy consumption 

 
 

The equation of the regression line is given by : 

  Predicted level2 residual  =   0.0016 -  0.0031 x pordeleccp 
                         (0.0051)   (0.0206) 
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5. Average number of rooms per household 

 
 

The equation of the regression line is given by : 

  Predicted level2 residual  =   0.0017 -  0.00015 x avhhrom 
                         (0.0153)   (0.0206031) 
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6. Proportion of persons aged 16-74 whose NS_SEC is managerial or 

professional (logit transform) 

 

 

The equation of the regression line is given by : 

  Predicted level2 residual  =   0.0010 +  0.00006 x ln_pmanprof 
                         (0.0043)   (0.0039) 
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7. Interaction - Consumption of ordinary domestic electricity as a 

proportion of total domestic energy consumption with Average number 

of rooms per household 

 
 

The equation of the regression line is given by : 

  Predicted level2 residual  =   0.0015 +  0.0005 x inter19 
           (0.0043)    (0.0033) 

     

 

 

 

 


